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Abstract

As the influence of artificial intelligence and computational modeling in all scientific
fields grows, profound skills in computational and data science are more important than
ever. University education must reflect this development and incorporate state-of-the-art
research tools and infrastructures into teaching and course work. bwJupyter provides a
platform for all universities in Baden-Württemberg to access powerful computing resources
and to engage with these new technologies in a low-threshold way. Special features that are
adapted to user needs upgrade classical Jupyter Notebooks to a versatile tool in modern,
research-oriented higher education.

1 Introduction

Today, computer-aided modeling and simulations are not only used in the natural sciences
and technology, but in almost all areas of research, from medicine to the social sciences and
humanities. With the rapidly growing field of artificial intelligence, in particular, the possible
applications are endless. This places new demands on the skills of graduates in all disciplines. To
use the numerous tools effectively, modern university education must not only include subject-
specific topics but also promote knowledge of computational and data scientific principles as
well as their expert application to address a wide range of issues. For this to succeed, the entry
level to computing environments for both students and teachers should be low and the handling
should be simple.

The open-source project Jupyter satisfies all these requirements. Jupyter Notebooks enable
interactive and visual representations of research processes, allowing students to engage with
scientific methods and data analysis in a practical way. By combining code, text, graphics and
interactive elements, complex concepts are understandably communicated and directly applied
to real research scenarios. The flexible integration of programming languages such as Python,
Julia, or R further promotes the development of coding skills.

To provide access to this state-of-the-art research tool, the ‘bwJupyter for Teaching’
project, a collaboration between the Karlsruhe Institute of Technology (KIT) and the Uni-
versity of Stuttgart, established a state-wide JupyterHub for university teaching in Baden-
Württemberg (BW). In the following, we will first introduce the functionality of Jupyter Note-
books, and then focus on the objectives and components of bwJupyter. During the 21 month
development phase, various features were implemented to support the low-threshold use of
Jupyter within the context of education and teaching. Lecturers can use those to create tailor-
made profiles for their courses. Finally, we introduce the technical setup, present selected case
studies and look to future applications.
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2 The Jupyter Notebook Environment

Figure 1: Example of a Jupyter Notebook

Jupyter Notebooks [5] are interac-
tive documents that consist of mul-
tiple building blocks including code,
text or visualizations (see Fig.1).
Via the JupyterHub, a multi-user
server, Jupyter Notebooks can be
launched directly on the computing
nodes of any underlying compute
resource, including large infrastruc-
tures like High-Performance Com-
puting (HPC) or AI clusters.

Every Notebook consists of code
and text cells. Coding cells con-
tain source code in a predefined
programming language. Jupyter
supports multiple programming lan-
guages, including Julia, Python,
and R. Each code cell can be exe-
cuted individually, enabling step-by-
step learning. The output of a code
cell is displayed within the Note-
book in text form or as a visual-
ization (e.g., image, plot, graph).
Outputs can also command further
input or interaction (e.g., through
sliders or check boxes). Text
cells contain Markdown, LATEX, or
HTML to explain content, pose exercises and document code. This makes Jupyter Notebooks
an accessible, user-friendly interface compared to many plain coding environments.

Given their versatility, Jupyter Notebooks can be used in a wide range of teaching scenarios,
from guided learning to exercises and independent project work [3, 8, 1]. For the beginner level,
lecturers can create interactive lecture notes that guide students through the course content.
Students with more advanced programming skills may use Jupyter Notebooks as a tool to
complete exercises or research projects (see Sec. 7).

3 Objectives

bwJupyter ...

• enables research-oriented teaching and promotes digital skills,

• improves digital sovereignty,

• provides centralized, accessible and energy-efficient computing resources.

Jupyter Notebooks are the de-facto standard for utilizing large-scale data centers and HPC
clusters and thus ideally suited to research-oriented teaching and learning. With the growing
influence of artificial intelligence in almost all areas of life, it becomes more important to enable
the proper use of these new technologies and strengthen digital competencies.

Research codes from a wide variety of disciplines can be made available via the centralized
bwJupyterHub environment and accessed through any web browser independent of device and
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location. No local installation or downloads are needed. Hence, bwJupyter provides a low-
threshold way for students to access large compute clusters from their own laptops or tablets. As
admission is managed through the federated identity management bwIDM [6], anyone affiliated
with a BW university can access bwJupyter without additional registration.

Moreover, bwJupyter is a further step towards digital sovereignty for universities, and host-
ing a JupyterHub on state-owned hardware offers significant advantages over relying on com-
mercial providers. Furthermore, Jupyter supports over 40 programming languages and software
packages, including many open source solutions like GNU Octave1 which is comparable to the
closed-source software MATLAB. Thus, the new state service also has the potential to replace
costly commercial solutions.

Many lecturers already use Jupyter Notebooks, typically via a department-owned server.
This situation, involving many small, low-performance, and independently operating systems,
is extremely inefficient in terms of both energy consumption and management. For example,
each server operator must individually resolve integration issues and more resource-intensive
computing jobs (e.g., heavy GPU usage for AI models) cannot be executed. At the same time,
smaller universities in particular often lack sufficient resources to operate their own JupyterHub.
Hence, the goal of bwJupyter is to replace the extremely fragmented landscape with a central-
ized state-level service, thereby enabling the use of Jupyter at all universities. In addition,
bwJupyter leverages many existing state services and infrastructures like bwIDM, bwSupport-
Portal and ZOERR. This is not only resource- and cost-effective, but also significantly speeds
up implementation, as existing expertise can be put to efficient use. A comparable initiative
on a state-level is JupyterHub.nrw2 in North Rhine-Westphalia, which we were in contact with
throughout our development phase.

4 bwJupyter Features

Figure 2: Creating a bwJupyter profile

The design of bwJupyter aims to support a variety of
teaching scenarios. To achieve this, numerous features
were developed and functionalities are constantly evolv-
ing.3

bwJupyter Notebooks are launched within a
bwJupyter profile that determines which environment,
i.e., programming language, libraries, and software is
being used. Users can select from a set of predefined
profiles that are either provided and maintained by
the official Jupyter project4, or created based on the
bwJupyter user survey conducted during the project
(see Fig. 4).

Similar to learning environments like ILIAS and
Moodle, lecturers have the option to create their own
customized profiles for their courses by choosing any of
the provided profiles and activating any of the avail-
able features. Alternatively, they can provide their
own Docker image to base their profile on. Docker im-
ages enable the provision of additional programming
languages and libraries, as well as specialized software
packages, data sets and Jupyter add-ons. All profiles

1https://octave.org
2https://www.jupyterhub.nrw/de/
3https://hub.bwjupyter.de/hub/changelog
4https://jupyter-docker-stacks.readthedocs.io/en/latest/using/selecting.html
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are shared via a link and added to the personal profile list. To test the chosen features, lec-
turers can switch to student mode to interact with bwJupyter in a temporary student account.
Figure 2 shows the workflow to create a new profile. Enabling a certain feature is as simple as
ticking the corresponding checkbox.

Each profile contains a folder called shared, where teaching material and data sets can be
stored and which students can access. Since storage space is limited, students should not copy
larger files to keep personal folders small and avoid redundant data storage.

Another way to share data is to provide a Git repository. Using the extension nbgitpuller, the
local directory is automatically kept in sync with the remote repository. This enables lecturers
to seamlessly create bwJupyter profiles from existing Git repositories and any changes in the
repository are automatically transferred to the profile.

In order to keep storage available for active users, a deprovisioning strategy is applied to
custom profiles that are used in courses and expire after 1.5 years.

• Collaborative Work

– in real time
Coding projects are often done in groups, thus working together in the same Note-
book is useful. The Real-Time Collaboration (RTC) feature, based on the package
jupyter-collaboration, allows students to form their own groups and work simultane-
ously in real-time on the same Notebook.

– among lecturers
If several lecturers are responsible for the same course, they can use the directory
collaborators to share files only between them and jointly manage course material

in the profile.

• Submissions
To implement a simple submission system, lecturers can add additional submission

and correction folders. Students can submit their files by copying them into the
submission folder. The profile owner and the profile collaborators can view all student

submissions. Once the Notebook is corrected, it can be stored in the correction folder
and accessed by the individual student. If the collaboration feature is enabled, group
submissions are also possible.

• Grader Service
To execute the entire exercise workflow (i.e., create, distribute, edit, submit, correct, give
feedback) within bwJupyter, we integrated the grader service5 developed by the Technical
University of Vienna. Lecturers can annotate Notebooks with tasks and points via a
Jupyter extension, and public or hidden tests can be added to each task.

Once the assignment has been published, students can download the Notebook and work
on their solutions. As soon as the Notebook is handed in, the tests are automatically
carried out and points are allocated. After this automatic correction, it is possible to
correct the submission manually. Finally, a Notebook containing the achieved points, the
lecturer’s comments and the tests carried out, is generated and made available to the
student.

• AI Assistant
To support code development and guide novices, AI-supported tools including in-line
completion, code correction and the Jupyternaut chat bot (see Fig. 3) are available in the
bwJupyter - Jupyter AI profile. It is based on the official Jupyter profile Datascience and
common packages for Python, Julia and R are already preinstalled. The external Large

5https://grader-service.readthedocs.io/en/latest/index.html
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Language Models (LLMs) must be provided through API keys. Free versions are available
through the KI-Toolbox6.

• ZOERR Integration
A wide range of teaching material is collected in the Central Repository for Open Edu-
cational Resources in Baden-Württemberg (ZOERR) [7]. All educational resources that
contain Jupyter Notebooks can be accessed through bwJupyter. It ranges from introduc-
tory courses to the Python programming language7 to demonstrating how AI models work
internally8. We encourage lecturers to publish their teaching materials through ZOERR.

Figure 3: AI-supported tools in bwJupyter

5 Project Components and Implementation

The idea to develop a state-wide JupyterHub originated dur-
ing the dialogue process Future Lab: Universities in the dig-
ital world in 2022.9 This round table, initiated by the Min-
istry for Science, Research and Arts Baden-Württemberg
(MWK), and consisting of stakeholders from academia and
politics, work-shopped numerous ideas to advance digitiza-
tion in all areas of academic life. The realization of bwJupyter
for Teaching, including the necessary hardware as well as 2 FTE (full time equivalent) software
engineer positions, was subsequently funded by the MWK for the period from April 2024 until
the end of 2025.

6https://www.zml.kit.edu/english/ki-toolbox-en.php
7https://www.oerbw.de/edu-sharing/components/render/85288b70-1908-4da0-be11-282b8561c5e5
8https://www.oerbw.de/edu-sharing/components/render/2e67e51c-d2e5-4dcd-a7e5-1cd2e57dcd73
9https://mwk.baden-wuerttemberg.de/de/hochschulen-studium/dialogprozess-zukunftslabor-hochs

chulen-in-der-digitalen-welt
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Starting in the winter term 2023/2024, a first pilot was implemented on a small partition
of the bwUniCluster10, the joint high-performance computing system of Baden-Württemberg’s
Universities. It was available to selected courses at KIT. Three notebook profiles (basic Python,
Data Science with Python, R and Julia, GPU-Jupyter with TensorFlow and PyTorch) were
accessible to approximately 700 students. During the following summer term, the pilot was
extended to the universities in Stuttgart, Tübingen and Ulm, as well as the University of
Applied Sciences Karlsruhe.

Simultaneously, new hardware was procured and a wide ranging survey to assess require-
ments and preferences of lecturers and students was conducted. The responses of the over 200
participants from 21 different universities revealed, that the majority of lecturers wants to use
bwJupyter to demonstrate code examples during lectures, and as a platform to encourage stu-
dents to study independently. Creating assignments and evaluating submissions in an automated
manner as well as a collaborative work environment for students were further requests. More-
over, the survey asked which programming languages and software packages lecturers would like
to use, and what computational resources would be required. Based on these insights, features
to support the teaching and learning process were developed and implemented (see Section 4).

From April 2025 to May 2026, bwJupyter has been accessible to all university members in
Baden-Württemberg. In its first year of operation, over 7,700 active users from 40 universities
were registered. To advertise the new service and showcase the many possible applications,
biannual community events and supplementary materials are provided. At the end of the
funding period, the project transitioned into a self-financing state service operated by KIT.
Based on the number of enrolled students, participating universities cover future hardware
investments, operating expenses (e.g., energy), and staff costs.

Figure 4: bwJupyter’s profile list, supporting multiple programming languages with preinstalled
packages and tools

6 Technical Setup

Starting in 2014, Project Jupyter [2] is a nonprofit organization that develops open-source
software and tools for interactive computing across different programming languages. It consists
of several sub-projects that cover different aspects like user interfaces, kernels or notebook
features. Regarding bwJupyter, the JupyterHub project [4] is the central platform users interact
with. It is open-source, actively maintained, and widely used across education, research and
industry. Its main capabilities are user authentication and user environment management. Due
to the highly configurable framework architecture, plugins can be used to fully customize the
logic of both of these tasks without interfering with JupyterHub’s source code.

10https://wiki.bwhpc.de/e/BwUniCluster3.0
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• Login: For bwJupyter, we use the OAuth authenticator to integrate bwIDM11, a state-
wide identity management that facilitates access to all BW services. This allows any
member of a BW university to sign in using their bwIDM university account without any
further manual activation or registration.

In addition, temporary guest accounts can be generated for non-university users, e.g.,
outreach projects with schools or workshops for the wider public.

• User Environment: JupyterHub supports a wide range of technical implementations,
from a single process on a local machine up to isolated containers on distributed systems
and jobs in an HPC cluster. For bwJupyter, we schedule user environments as pods in a
Kubernetes cluster. Thus, each environment is isolated and users cannot interfere with
one another. In addition, each environment can be assigned the same amount of compute
power, storage, and memory, so that every user receives the same resources.

Moreover, bwJupyter supports not just the native Notebook environment, but also popular
data science and mathematical software tools such as RStudio. Users at universities
participating in the statewide MATLAB funding can also run MATLAB using the state
license. As an alternative, bwJupyter provides GNU Octave, an open-source MATLAB
replacement. They can be accessed through dedicated bwJupyter profiles and launched
on the JupyterHub, without any installation on the user’s computer.

• Compute Resources: JupyterHub and the user environments run in Kubernetes12,
which combines multiple machines into a single cluster. The open-source project Zero to
JupyterHub13 (Z2JH) provides a pre-defined configuration to deploy the JupyterHub on
the Kubernetes cluster.

bwJupyter’s cluster consists of 8 worker nodes, each containing 64 cores with 2 Intel CPUs,
1 TB RAM, as well as one GPU (NVIDIA L40S) with 48 GB vRAM. Since GPU resources
are both valuable and limited, they are replicated using a time-slicing process. Currently,
each user receives 2 GB of personal storage, 2 CPUs, and 8 GB of RAM. This allows for
a total of 500 simultaneous users. Every bwJupyter profile receives an additional 10 GB
storage within the shared directory. All compute resources are subject to a fair-share
policy. This concept proves sufficient, as 96% of users currently require 1 GB or less of
personal storage. Due to the modular design of Jupyter Notebooks, CPU usage spikes
only when code cells are executed. However, once execution is complete, CPU usage drops
almost immediately back to 0 (idle).

• Features: JupyterHub is used by a broad range of companies and institutions, serving
as a general-purpose application for many different use cases. Since bwJupyter’s focus
is on teaching and education, we extend JupyterHub with custom-developed plugins, to
meet the students’ and lecturers’ requirements. The plugins, called hub-managed services,
allow running custom applications alongside JupyterHub without modifying JupyterHub’s
source code (see Sec. 4).

7 Conclusion and Outlook

In just over a year, bwJupyter was able to establish itself as a new state-wide service with a
diverse customer base. As of May 2026, bwJupyter has over 13,200 registered users and nearly
200 active custom profiles. These range from courses in Computational and Data Science to
Physics and Engineering, as well as Biology, Chemistry, and Medicine - underlining the wide

11https://www.bwidm.de
12https://kubernetes.io
13https://z2jh.jupyter.org/en/stable/
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spread application fields. 13 of these profiles have more than 100 participants, indicating the
usage in large, introductory courses. In the following we outline some bwJupyter use cases:

• Interactive Lecture Notes
The lecture Uncertainty Quantification at KIT provides the entire course material in form
of Jupyter Notebooks (see Fig. 5). By combining mathematical notation, computations
as code, and corresponding visualizations, an interactive learning environment is created.
Students must fill gaps or solve exercises, and instant feedback guides them to the solution.

Figure 5: Lecture notes and exercises in Uncertainty Quantification, KIT

• Training and Exercises
With the grader service, lecturers can provide interactive exercise sheets with built-in
tests. As described in Section 4, the entire exercise workflow is executed in bwJupyter.

The Department of Physics at KIT has been using Jupyter since 2021 by operating their
own small JupyterHub. They designed Notebooks to support foundational training in
the first and second semesters of their Bachelor’s program and provided students with a
standardized platform for data visualization and analysis in physics labs, and for their
Bachelor’s theses. Assignments in the form of Jupyter Notebooks replaced the previously
required reports in text form. With the start of bwJupyter, the department moved their
materials to the central bwJupyterHub, using a dedicated Docker image containing the
relevant libraries and notebooks.

• Projects
In open teaching scenarios like seminars, workshops, or theses, Jupyter Notebooks are used
as a blank space to realize own ideas and simulate real research scenarios. If necessary,
Notebooks can be transferred to more powerful HPC clusters like bwUniCluster.

The Computational & Data Science Hackathon at KIT utilizes bwJupyter as a tool to
access compute resources and document findings in form of a computational essay. During
the week-long course, students work in teams on open-ended modeling problems. The
real-time collaboration feature allows for simultaneous work on the same Notebook by
multiple team members and the AI-supported programming assistant supports novice
programmers.

While the development phase was characterized by establishing the framework of bwJupyter,
we are now in normal operation and focus on maintaining the service long-term. This includes
extending and refining our documentation, as well as reaching out to users on a regular basis.

Based on feedback and suggestions from lecturers and students, we maintain a small back-
log. Besides the profiles we currently provide, we plan to release additional options covering
new programming languages (e.g., C#) and applications (e.g., Robot Operating System (ROS)
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and marimo). In addition to ZOERR, we are integrating the learning materials of the high-
school outreach project CAMMP14 into bwJupyter, allowing teachers and students access via
temporary guest accounts.

A frequently requested feature is the use of bwJupyter for digital examinations. Apart from
legal issues, this raises interesting technical questions regarding availability, access and security.
Taking into account the results of the Partnership for Innovative E-Exams: Consortium of
Universities in Baden-Württemberg (PePP)15, we plan to examine these questions in the future.
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state of baden-württemberg. In PIK - Praxis der Informationsverarbeitung und Kommu-
nikation, volume 37, pages 15–21, 2014. URL: https://doi.org/10.1515/pik-2013-0025
[cited 2026-05-27], doi:doi:10.1515/pik-2013-0025.

[7] Peter Rempis. Open Educational Resources (OER) und das Zentrale OER-Repositorium
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